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Abstract—Task graphs provide an efficient model of computation for specification, analysis, and implementation of concurrent
applications. In this paper, we present a novel approach for
mapping the class of series-parallel task graphs onto multicore architectures based on pattern matching. Both the topology
of the graph and the state of the tasks are encoded as a
stream of tokens, which is iteratively rewritten at multiple
positions in parallel. Hence, our technique is most useful for
compute-intensive applications that must adapt to frequently
varying and unpredictable workload at runtime. Several complex
examples have been evaluated on a multi-core architecture and
the experimental results show the effectiveness of our approach.
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I. I NTRODUCTION
Due to physical restrictions and power constraints, concurrency and parallelism are currently the most effective,
and in the long term, the best way of accelerating program
execution. In this context, task graphs offer an abstract model
of computation which exposes coarse-grained parallelism in
order to reduce both complexity and development time of
parallel applications. Instead of designing explicitly for a specific multi-core architecture or hardware platform, an abstract
task graph [1] retains its concurrency and can be re-targeted
automatically for different environments [2] [3] [4] [5].
In this paper, we will discuss the problem of dynamically
mapping an application, modeled as a task graph, onto a multicore architecture. We will focus especially on applications with
unpredictable workload and a dynamically varying number
of tasks, so that a static schedule [6] [7], calculated during
a preprocessing step [8], would either waste resources or
processing time. Hence, in order to efficiently utilize the multicore system, we have to provide a mapping between tasks and
processors at runtime similar to [9].
For this purpose, the application is described as a task graph
G := (V, E) that contains the tasks as nodes V and their
dependencies as edges E ⊆ V × V . An edge e := (v1 , v2 )
specifies that task v1 must be completed before task v2 can
be started. Since the set of edges E defines only a partial
execution order, independent tasks may be evaluated in parallel
on different processors of the multi-core system. Hence, the
main challenge is to find a schedule that is both optimal in
terms of resource utilization and correct with respect to their
dependencies.
In this paper, we present a novel approach for dynamic
mapping of tasks onto a multi-core architecture, which is
illustrated in Fig. 1 and consists of the following steps:
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The stream rewriting execution model.

1) The application is modelled as a task graph at design
time (on top). We restrict ourself to the class of seriesparallel (SP) task graphs [10] because they consist of
nested fork-join constructs that can be described as a
tree of parallel and sequential computations [11].
2) The so-called decomposition tree (DT) in the second
step is an isomorphic representation of the SP task graph
but, unlike the original graph, it can be stored uniquely
in pre-order form as a token stream.
3) The stream contains different tokens for each sequential
or parallel node as well as for intermediate results and
is also an equivalent of the original application.
4) At runtime, tasks are executed by replacing certain
patterns of tokens in the stream. Most important for our
concept, this process can be distributed onto multiple
cores without knowing the contents of the stream.
The concept of stream rewriting also allows for the dynamic
creation of tasks by conditionally inserting sequences of
tokens, which represent SP-compatible sub-graphs, into the
stream. This capability is especially valuable for algorithms
with dynamically generated workloads like nested data parallelism as well as recursive branch-and-bound techniques.
The rest of the paper is organized as follows. Section II is
used to present similar related work. In section III, we will
define our model of computation in more detail. In sections
IV and V, we will present a multi-core architecture for our
executing model and experimental results. Finally, section VI
is reserved for conclusion and further ideas.
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II. R ELATED W ORK
There already exist several different solutions for online
scheduling of partly or fully dynamic task graphs:
A conditional task graph [12] has a static topology but
individual edges can be enabled or disabled at runtime by
the use of predicates. The system in [13] generates separate
schedules for each alternative path, which are eventually
merged. Task, which cannot execute at the same time, are
mapped on the same processing unit for improved resource
sharing and reduced latency. Our approach also supports the
conditional creation of sub-graphs at runtime to provide a
similar functionality.
The parametric task graph [14] [15] is different from our
concept but pursues similar goals. Large task graphs are stored
symbolically and expanded at runtime in order to save memory
and reduce scheduling time. We also support the parametric
expansion of task graphs but use local pattern matching instead
of a central scheduler.
A series-parallel (SP) task graph is constructed recursively
using serial and parallel composition, which corresponds to the
fork-join execution model at the application-level. While the
creation of an optimal schedule for an arbitrary task graph
is NP-complete [16], SP task graphs can be scheduled in
polynomial time [17]. We choose SP graphs because of their
regular structure that can be stored as a token stream.
Our stream rewriting system is a subset and shares some
similarities with a process algebra, a different modeling technique for parallel behavior [18]. For comparison, we trade the
support of general tasks graphs and global events for the ability
to distribute the execution arbitrarily on multi-cores.
The authors of [19] propose a similar rewriting technique
for hardware synthesis of recursive functions, which is is based
on a ring pipeline of specialized processor cores. In section V,
we will analyse the differences in more detail and provide a
performance comparison. It will be shown that our concept is
better suited for coarse-grained tasks, while the ring pipeline is
more efficient if the system is limited by memory bandwidth.
The queue machine evaluates an acyclic data flow graph by
iteratively modifying a circulating stream [20]. But unlike our
architecture, which supports task tokens, their stream contains
only data, so that neither control flow nor recursion is possible.
Although working on synchronous data-flow (SDF) graphs,
the out-of-order execution approach in [21] also deals with the
problem of mapping tasks on a multi-core system. However,
the concept of a central buffer station for data-exchange
with explicit thread management is quite different from our
distributed scheduling via streaming and pattern matching.
Likewise, the paper of [22] describe the dynamic allocation
of tasks in a multi-core system but similarly, they are using a
central scheduler, which runs on one of the cores, while our
algorithm does not require a global scheduling mechanism.
The static scheduling approach described in [23] employs
pipeline and data parallelism in task graphs to utilize a larger
number of cores. However, in contrast to our concept, the static
approach cannot handle dynamic task graphs and requires long
preprocessing times.
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Recursive decomposition of serial-parallel task graphs.

III. C ONCEPT
In this section, we describe our model of computation:
At the top-level, the behavior of the application is specified
as a series-parallel task graph, which is translated into an
equivalent decomposition tree and eventually into a token
stream that can be evaluated using stream rewriting. Finally,
we will describe the dynamic modification of the task graph
at runtime.
A. Series-Parallel Task Graphs
A task graph is defined as G = (V, E, w), with weights
w : E → N attached to the edges. For an edge (vi , vj ),
the weight w(vi , vj ) specifies the number of data tokens
communicated from vi to vj . Note that in our model, a task is
stateless, executed exactly once, and performs its computations
atomically. Further, we define the input and output tasks of a
task graph G as the tasks without incoming or outgoing edges:
in(G) := {v ∈ V : @(x, y) ∈ E : y = v}
out(G) := {v ∈ V : @(x, y) ∈ E : x = v}
Then, a task graph G = (V, E, w) is an SP graph [11] if
|in(G)| = |out(G)| = 1 and if it can be decomposed into
sequential or parallel sub-graphs according to the following
rules (inG and outG refer to the single input and output nodes
of an SP graph G):
1) The graph consists of a single task, i.e., |V | = 1 (cf.
Fig. 2a).
2) The tasks V can be partitioned into subsets V1 and V2
such that the induced subgraphs G1 := (V1 , E1 , w1 ) and
G2 := (V2 , E2 , w2 ) are SP graphs which can be sequentially composed, i.e., E = E1 ∪ E2 ∪ {(outG1 , inG2 )}
(cf. Fig. 2b).
3) The tasks V can be partitioned into subsets V1 , V2 ,
and {p, q} such that the induced subgraphs G1 :=
(V1 , E1 , w1 ) and G2 := (V2 , E2 , w2 ) are SP graphs
which can be composed in a parallel manner, i.e., E =
E1 ∪ E2 ∪ {(p, inG1 ), (p, inG2 ), (outG1 , q), (outG2 , q)}
(cf. Fig. 2c).
B. Decomposition Tree
According to its definition, each SP graph G can be recursively decomposed into serial or parallel sub-graphs and
single tasks. The resulting tree is called the decomposition tree
DT (G) of G and can be derived in O(log n) using the parallel
algorithm described in [24]. Figure 3 shows an example SP
graph and the corresponding decomposition tree.
Unlike an arbitrary graph, the DT can be uniquely encoded
as a stream using pre-order traversal. In fact, the stream
rewriting approach works on the serialized DT, so that both
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scheduling and modifications of the task graph are expressed
in terms of rewriting rules. Hence, the stream is only a snapshot of the current state and our approach offers a much greater
flexibility than the restricted topology of a static SP graph.
Formally, the decomposition tree contains all tasks V from
the associated SP graph as well as additional seqi and
parj tasks describing the sequential and parallel composition.
Hence, we can specify the set of all tasks T as:

execute
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T := V ∪ {seq1 , ..., seqn } ∪ {par1 , ..., parm }

*
execute

s5

In the following, we will denote seqx,y as the task corresponding to the sequential composition of the tasks x and
y. Analogously, paru,v denotes the task corresponding to the
parallel composition of u and v. In the next section, we will
describe the behavior of the tasks.
C. Task Behavior
In our model, a task t ∈ T consumes a fixed number of
cons(t) ∈ N data tokens produced by its predecessor tasks,
and in turn produces a (possibly variable) number of data and
task tokens:
t : Zcons(t) → (Z ∪ T )∗
Note that, for the sake of simplicity, we assume integer-valued
data types. For a task t ∈ V of the associated SP graph,
we require that the total number of consumed data tokens
corresponds to the sum
P of the weights over all incoming edges
of t, i.e., cons(t) = (x,t)∈E w(x, t).
Concerning the number of produced tokens, we have to
differentiate between two cases: Intuitively, if the resulting
token sequence p = t(a1 , . . . , acons(t) ) contains only data
tokens, it could be immediately utilized by the successor tasks.
In this case, we require that the length of the result sequence
p is equal to thePsum of the weights over all outgoing edges
of t, i.e., |p| = (t,x)∈E w(t, x).
Otherwise, data and task tokens have been produced, in
which case the result sequence is not immediately usable
by the successor tasks. Instead, the task tokens have to be
(recursively) evaluated first, until only data tokens remain. This
will be described in the following section.
D. Stream Rewriting
The concept of stream rewriting is based on two key elements: The state of the system is stored as a stream of tokens
that encodes both the graph topology and communicated data.
Likewise, the behavior is specified by a single rewriting rule
that is applied iteratively on the stream. Formally, a token
stream s is defined as a finite (possibly empty) sequence of
task tokens and data tokens:
s := ht1 , ..., tn i ∈ (Z ∪ T )∗
The execution semantics of stream rewriting are specified
by the function execute that returns a modified token stream:
execute : (Z ∪ T )∗ 7→ (Z ∪ T )∗
It scans the stream for a task token t ∈ T , which should be followed by a sufficient number of data tokens a1 , . . . , acons(t) ∈
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Z. In this case, the task is executed, thereby replacing the task
and its argument tokens by the tokens produced by the task:
execute(..., x, t, a1 , ..., an , y, ...) := h..., x, p1 , ..., pm , y, ...i
Note that t ∈ T , n = cons(t), ∀1 ≤ i ≤ n : ai ∈ Z, and
finally, hp1 , ..., pm i := t(a1 , ..., an ).
Since the elements of the token stream s can be either data
or task tokens, some of the arguments ai could be tasks that
must be evaluated before task t can be executed. Similarly,
a task can also produce additional task tokens itself, so that
several rewriting steps may be necessary to evaluate deeply
nested task hierarchies. Hence, based on an initial stream s0 ,
execute is applied recursively and the final result r is the
limiting value of this sequence:
sn := execute(sn−1 )
r(s0 ) := lim sn
n→∞

The stream rewriting system does not specify an explicit
evaluation order, but we require each invocation of execute
to replace at least one task that is ready to execute. If the
program terminates, the limiting value exists and the sequence
(sn ) converges to a fixed point. For instance, an empty stream
or a stream consisting only of data tokens cannot be rewritten
further and is therefore a fixed point.
As a result, we can now precisely specify the requirement
for the total number of tokens produced by aP
task t ∈ V of the
associated SP graph: |r(t, a1 , . . . , an )| =
(t,x)∈E w(t, x).
Note that if no task tokens are produced by t, the limiting value
is immediately reached after executing t (cf. Section III-C).
Since a sub-graph of an SP graph corresponds to a compact
sub-range of the stream, it can be dynamically expanded by
local replacement operations. In summary, the sequence (sn )
describes the dynamic behavior of the system, while each
stream si represents the state of the system after i iterations.
E. Task Definitions
The function execute evaluates a stream of nested tasks,
which could be also interpreted as the call tree of a functional
program shown in (Fig. 3). In addition to [19], which focuses
mainly on recursive functions, we specify a mapping between
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the DT and the token stream. Each node of the decomposition
tree t ∈ T is either a leaf task, a par or a seq node.
Since leaf tasks are already defined as a part of the SP task
graph, no further specification is necessary. Remember, a task
v ∈ V is an element of T , so that it can be placed directly on
the token stream.
The sequential composition seqx,y ensures that task x is
completed before y is executed. Note that seqx,y produces
task tokens corresponding to its child tasks x and y:
seqx,y (a1 , ..., acons(x) ) := hy, x, a1 , ..., acons(x) i
Basically, we reorder the tasks x and y, such that after the
arguments ai have been consumed by task x, the output
sequence x(a1 , ..., an ) can be used as inputs for task y. In
addition, we also have to specify the number of input tokens
for seqx,y as cons(seqx,y ) := cons(x).
Similarly, a parallel task parx,y forwards the inputs to both
child tasks x and y. Hence, the number of inputs of parx,y
must be cons(parx,y ) := cons(x) + cons(y). Since both x
and y are ready to execute, they can be rewritten in parallel:
parx,y (a1 , ..., an , b1 , ..., bm ) := hx, a1 , ..., an , y, b1 , ..., bm i
with n := cons(x) and m := cons(y)
The initial stream s0 is constructed by placing the root node
of the decomposition tree and the expected arguments on the
stream. In fact, the root node is the DT of the complete task
graph G, so that we can define:
s0 := hDT (G), a1 , ..., an i with n := cons(DT (G))
A complete example of a task graph, the decomposition
tree and the stream rewriting is shown in Fig. 3. Initially,
the stream contains the root node seq1 without parameters,
which is then replaced by the tasks seq2 and p. Eventually,
the par task is expanded into the two parallel tasks ”∗” with
cons(∗) := 2. Since all arguments are available, both of them
can be evaluated in parallel and leave their results on the
stream. Hence, the sequential task represented by the first seq
task is activated and replaced by ”+” for the final addition.
F. Dynamic Task Graphs
For applications with varying amount of workload, a static
task graph might either over- or underestimate the actual computational requirements. Especially for recursive algorithms,
we want to start new tasks dynamically to parallelize the
execution of branches. Also, it should be possible to select
alternative tasks at runtime similar to a conditional task graph.

Partitioning and parallel evaluation of the token stream.

Conditional task graphs (Fig.
selecting the successor task a or b
(
ha, xi
v(x) :=
hb, xi

4a) can be specified by
dynamically:
x<0
x≥0

Similarly, recursively nested task graphs (Fig. 4b) can be
described using this approach. For instance, the following
example calculates the sum of [x, y] by recursively expanding
sub-graphs for both branches until the condition x = y is met.
Eventually, the results are collected and summed with +:

c, rsum, d x+y
e, yi x 6= y
h+, rsum, x, b x+y
2
2
rsum(x, y) :=
hxi

x=y

(1)
Further, the dynamic selection of tasks can be also used to
describe a finite state-machine (Fig. 4c), given by a set of
states S and a set of transition functions δ : S × Z → S. Here,
each state s ∈ S is represented by a task sts which consumes
a token from the stream and selects the successor state:
sts (x) := hδ(s, x)i with cons(sts ) = 1
G. Partitioning
Our goal is to specify a concurrent version of the stream
rewriting function execute, which is suitable for a multi-core
implementation. First, the stream s is divided into sub-streams
s := p1 ◦ ... ◦ pn that can be rewritten independently (Fig. 5):
partition(s) := execute(p1 ) ◦ ... ◦ execute(pn )
Obviously, the concatenation (◦) of these results is not necessary equal to the evaluation of the whole stream because tasks,
which are split at the border between sub-streams, may not be
rewritten. This behavior is still correct because the concept of
stream rewriting only guarantees that at least one matching
rewriting rule is replaced in each iteration.
However, the naive partitioning fails if all rules, which could
have been rewritten, are split across two sub-streams. In this
case, the function partition has reached a spurious fixed point,
which is not the final result. Hence, it is necessary to check
for the incorrect case and then proceed with the non-parallel
version for one iteration, given by the following definition of
parallel stream rewriting:
(
execute(s)
partition(s) = s
parallel (s) :=
partition(s) partition(s) 6= s
As a result, we can describe the complex behavior of
a concurrent application with interdependencies as a dataparallel algorithm. In the next section, this approach is used
to distribute the stream rewriting onto multiple processors.
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Fig. 6.

Hardware and software architecture for stream rewriting.

Fig. 7.

IV. A RCHITECTURE

Execution phases of the parallel stream rewriting with 3 cores.

C. Discussion

In this section, we present the hardware and software
architecture for stream rewriting.
A. Overview
In contrast to the custom ring pipeline presented in [19], our
approach of parallel stream rewriting targets a general purpose
multi-core platform (Fig. 6). It contains an array of processing
cores, which are connected to a shared memory that stores
the current token stream. In addition, there is also a circular
channel running through all cores for fast synchronization.
The software configuration for each core is identical and
consists of a kernel and the user application. The kernel is
responsible for the stream rewriting, the communication with
other cores and invokes the tasks defined by the user application. Also, the application generates new tokens through the
usage of kernel functions. In the next sub-section, we will
specify its functionality in more detail.
B. Parallel Stream Rewriting
According to the function parallel , each core is responsible
for a part of the token stream, which is stored as a single ring
buffer in the shared memory. For synchronization, the location
of the ring buffer is passed via the circular communication
channel. The stream rewriting algorithm is divided into the
five phases illustrated in Fig. 7:
In the first phase, called Partitioning(P), the core receives
the current ring buffer and reserves a block of b ∈ N input
tokens. However, it does not yet read the corresponding part
of the stream but instead passes the modified ring buffer
immediately to the next core for further partitioning.
In the Decode(D) phase, the core actually reads the tokens
from shared memory and performs the pattern matching. It
determines the tasks which are ready to execute, and the
number of tokens that would be generated. In fact, this
information can be solely deduced from the arguments of a
task and is used in the next phase Allocate(A) to allocate a
memory range for the output tokens in the ring buffer that
must be also synchronized via the circular channel.
Finally, the stream rewriting takes place in the Execute(E)
phase and the resulting tokens are written into the reserved
portion of the global ring buffer. To prevent read-after-write
conflicts, all cores are synchronized in the Completion(C)
phase and the process starts again with the partitioning.
If a core could not execute any tasks, its block-size b is
increased for the next iteration to handle the special case of
tasks that are split between neighbouring blocks.

Unlike the Decode(D) and Execute(E) phases, which can
overlap for multiple cores, the other three phases Partition(P),
Allocate(A) and Completion(C) enforce a synchronization.
However, their execution time tP + tA + tC is constant, while
the time for decoding and execution depends both on the
block-size b and on the execution time of each task. Hence,
for optimal performance, we will choose the block-size b and
the granularity of the tasks, so that:
tP + tA + tC  tE + tD .

(2)

In addition, the performance of the system depends on the
throughput of the shared memory. However, since all n substreams for the n cores are accessed sequential, the memory
can be partitioned into banks and pre-fetched to provide
the necessary data rates. Contrary to [19], the token stream
is placed into a large but high-latency off-chip memory to
support the extensive amount of tasks resulting from the
recursive expansion.
V. R ESULTS
In this section, results from running test programs on
our proposed architecture as well as a comparison to other
architectures are presented.
A. Test Setup
The architecture, presented in section IV, is synthesized for
the Virtex 6 VLX240T and tested using the ML605 evaluation
board from Xilinx. As a core, we have also chosen the
highly configurable MicroBlaze processor, with 32Kb of local
memory, 16KB write-through cache and a floating-point unit.
In addition, the MicroBlaze also supports a streaming interface
that is used to construct the circular communication channel.
All processors are running at 100MHz and are connected to
an external 64-Bit 800MHz DDR3 memory via a the standard
infrastructure of this platform. The resource usage of lookup
tables (LUT), registers (FF), multiplier-adders (DSP48E) and
18K/36K memory blocks (BRAM) is shown in Table I. Timing
constraints were met with up to eight cores.
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TABLE I
R ESOURCE U SAGE
#Cores
LUT
FF
DSP48E
BRAM 18K/36K

1
14,874
19,446
5
1/29

2
20,309
24,795
10
2/41

4
31,494
35,463
20
4/65

6
41,695
46,117
30
6/89

8
52,737
56,772
40
8/113

TABLE II
PARALLEL TESTS
Test \ Cores
3 · 220 Tasks
time (ms)
speed-up
tokens
max. size
6 · 220 Tasks
time (ms)
speed-up
tokens
max. size
9 · 220 Tasks
time (ms)
speed-up
tokens
max. size

TABLE III
S EQUENTIAL TESTS ( STATIC )

1

2

4

8

13,902
1.00
12,583,904
4,133,036

7,633
1.82
12,583,980
4,132,624

4,787
2.90
12,583,952
4,138,200

3,384
4.11
12,584,428
4,125,852

27,790
1.00
25,166,836
8,266,044

15,257
1.82
25,166,860
8,265,232

9,569
2.90
25,166,862
8,276,364

6,761
4.11
25,167,430
8,251,672

44,314
1.00
41,944,378
10,424,466

23,860
1.86
41,944,286
10,421,706

14,452
3.07
41,944,282
10,429,258

10,068
4.40
41,944,768
10,416,512

Test \ Cores
3 · 210 Tasks
time (ms)
speed-up
tokens
max. size
6 · 210 Tasks
time (ms)
speed-up
tokens
max. size
9 · 210 Tasks
time (ms)
speed-up
tokens
max. size

B. Generic Tests
Before implementing a more complex application on our
architecture, we will first estimate the performance bounds of
our system using the generic task graphs shown in Fig. 8.
The parallel test case a) models the typical behavior of a
divide and conquer algorithm. It recursively expands the initial
tasks up to a fixed-depth, performs some computations and
eventually combines the result. For our concept, this graph is
advantageous because the number of nodes grows quickly and
we can rewrite each level in parallel. Contrary, the sequential
static task graph b) represents the worst case in terms of
performance. According to the seq rule (Section III), it will be
stored as a long chain of nested tasks but only a single node
can be processed per iteration.
We define the metric τ (s) as the total number of tokens
encountered while processing a stream s ∈ (T ∪ Z):
τ (s) := lim

n→∞

n
X

|si |

i=0

For a graph of n tasks, the lower bound is τ (s) ∈ Ω(n) since
each task must be touched at least once. Due to the symmetry
of the parallel task graph, there are no blocking tasks and the
entire stream is rewritten in each iteration, so that: τ ∈ O(n).
However, in case of the static sequential task graph b), we
require n iterations, each of them replacing one task, which
leads to: τ (b) ∈ O(n2 ). A solution for this problem is shown
on the right side in form of the dynamic sequential graph c).
Here, the stream contains only the single active task at any
time, which is then replaced by its successor. We still require
n iterations to evaluate n tasks but the size of each iteration
is constant so that τ (c) ∈ O(n).

a) parallel
(dynamic)

Fig. 8.

b) sequential
(static)

c) sequential
(dynamic)

Topology of the generic parallel and sequential task graphes.

1

2

4

8

3,361
1.00
4,727,689
3,073

3,219
1.04
4,725,640
3,073

3,202
1.05
4,728,271
3,073

3,195
1.05
4,732,113
3,073

13,568
1.00
18,937,017
6,145

12,978
1.05
18,899,980
6,145

12,938
1.05
18,908,159
6,145

12,846
1.06
18,923,171
6,145

31,086
1.00
42,554,892
9,217

29,761
1.04
42,496,733
9,217

29,716
1.05
42,513,358
9,217

29,565
1.05
42,526,355
9,217

Similarly, the maximum size φ(s) of the stream is useful to
estimate the required memory and specified as:
φ(s) := lim max |si |
n→∞ 0≤i≤n

Since a stream si and its successor si+1 are simultaneously
stored in memory, the actual requirement is 2 · φ tokens.
The execution time t consists of memory accesses and
computations t := tmem + tcomp . For m cores, it is denoted
as tm and the speed-up is defined as σm := t1 (s)/tm (s). All
three topologies have been evaluated using a varying number
of cores and tasks. Since the tasks of this generic test perform
virtually no computations, these numbers mostly represent the
raw costs of the stream management and we expect these
tests to be limited by memory bandwidth. For each graph,
we compare the execution time t, the number of tokens τ , the
maximum stream size φ and the speed-up σ (Table II - IV).
The parallel graph (Table II) shows a speed-up of σ2 :=
1.82, σ4 := 2.90 and σ8 := 4.11 for 3 · 220 tasks and similar
numbers for the other tests cases. When compared to the
sequential tests, it profits the most from the additional cores
but does not achieve a linear speed-up because it is bandwidth
limited and only the relatively small tcomp part of t can be
reduced. In addition, we can also see that the relative speedup between 1 and 2 cores is higher than between 4 and 8
cores, which indicates a contention at the shared memory.
The static sequential case (Table III) does not scale due to
the behaviour of the function partition. Please note that the
number of tasks is an order of magnitude smaller than in the
case of the parallel task graph. If no rule has been found, a
core successive increases its block size b (Section IV). Since
there is only one rule to match per iteration, all cores expand
its partition up to the whole size of the stream, so that this
example actually runs single threaded. We can confirm that φ
corresponds to the number ofPtasks n plus one initial argument,
n
while τ ∈ O(n2 ) with τ ≈ i=1 i = n(n + 1)/2. (This is the
reason why we use less tasks than in the parallel test case).
For the dynamic sequential case (Table IV), the stream
consists of two only tokens and scales only slightly. Due
to short Decode(D) and Execute(E) phases (Section IV-C),
synchronization becomes an issue according to condition (2).
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TABLE IV
S EQUENTIAL TESTS ( DYNAMIC )
Test \ Cores
3 · 210 Tasks
time (ms)
speed-up
tokens
max. size
6 · 210 Tasks
time (ms)
speed-up
tokens
max. size
9 · 210 Tasks
time (ms)
speed-up
tokens
max. size

TABLE V
R ECURSION TESTS

1

2

4

8

23.1
1.00
6144
2

20.6
1.12
6144
2

18.7
1.23
6144
2

17.9
1.29
6144
2

46.3
1.00
12288
2

41.3
1.12
12288
2

37.5
1.23
12288
2

35.8
1.29
12288
2

69.4
1.00
18432
2

61.9
1.12
18432
2

56.2
1.23
18432
2

53.6
1,29
18432
2

Test \ Cores
rsum(0,104 )
time (ms)
speed-up
tasks
tokens
max. size
fib(20)
time (ms)
speed-up
tasks
tokens
max. size
ack(3,4)
time (ms)
speed-up
tasks
tokens
max. size

C. Recursion
We have implemented the task graphs corresponding to
the recursive sum (rsum) (1), the Fibonacci (fib) and the
Ackermann (ack) function (Fig. 9). While rsum represents
a balanced branch-and-bound algorithm, the tree of fib is
asymmetric and ack tests a nearly sequential task graphs that
is limited by data dependencies. Unlike the generic test cases,
each task contains an artificial delay of 1000 cycles to simulate
the workload of an actual application.
The statistics for each function are listed in Table V.
Although rsum and fib process a similar amount of tokens
the scalability of fib is better so that σfib > σrsum . However,
fib takes only one argument instead of two, so that the ratio
between tasks and tokens is higher. As a result, a larger relative
amount of time tcomp is spent on computations that can be
parallelized, while tmem remains fixed, leading to a higher
speed-up. Hence, despite the topology of the task graph, performance is also influenced by the amount of communication.
In order to illustrate the behaviour of our system, the size of
each iteration |si | is shown in Fig. 10. Here, the area under the
curve corresponds to the total number of tokens τ (s0 ), while
the maximum size has been defined as φ(s0 ). As expected,
rsum has a sharp peak due to exponential expansion, while
the stream grows and a shrinks more slowly for the Fibonacci
function. However, τ is nearly the same for both functions, so
that the peak of rsum is disadvantageous in terms of resource
usage. Similarly to the sequential case, ack modifies only a
small part of the stream, so that it provides less scalability.

1

2

4

8

443.8
1.00
30,002
135,852
32,304

242.3
1.83
30,002
135,846
32,312

150.2
2.96
30,002
135,806
32,356

110.5
4.02
30,002
136,000
32,272

464.2
1.00
32,837
136,667
21,441

248.4
1.87
32,837
136,721
21,390

153.9
3.02
32,837
136,710
21,412

104.0
4.46
32,837
136,660
21,423

867.8
1.00
10,308
1,135,200
250

857.1
1.01
10,308
1,135,200
250

852.6
1.02
10,308
1,135,200
250

850.3
1.02
10,308
1,135,200
250

D. Applications
We also evaluated the scalability of our architecture in
the context of complex applications with a larger variety of
different tasks. The first application draws a Mandelbrot fractal
(Fig. 13 left) and starts with a rectangle of 640x480 pixels
that is recursively subdivided by expanding task nodes. Hence,
smaller blocks of 10x15 pixels, which correspond to leaf tasks,
can be computed in parallel. However, the leaf tasks of the
Mandelbrot are much more expensive than the non-leaf tasks.
The tasks graphs of the rasterization and ray-tracing test
are shown in Fig. 11 (center). Raster2D draws 1000 random
triangles by recursively dividing its screen space area into
smaller regions. As an optimization, the expansion of the
associated tasks is conditionally omitted if a region lies completely outside of the triangle. Also, Bezier3D contains a more
complete rendering pipeline which sub-divides a geometric
surface into a set of triangles for subsequent rasterization.
Likewise, the Ray-tracing test generates an 640x480 image
by sending rays into a scene (Fig. 13 right) and using the
material of the intersected objects to determine the color of
each pixel. While the pixels of the plane are cheap to calculate,
the reflections of the sphere are generated by conditionally
creating new tasks for the additional rays, so that the nonuniform workload is distributed among all cores.
As a result, we can see that the scalability of the application
tests (Fig. 12) is similar to the recursion tests although the
variety of tasks has been increased. Contrary, the original
stream rewriting architecture [19], which is based on a ring
pipeline, does not provide this ability (Section V-E).
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30000
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0
0

Fig. 9.
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Ring pipeline of the original stream rewriting architecture [19].
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E. Comparison
We also compare the performance of our concept to the original stream rewriting architecture from [19], which is shown
in Fig. 14. The main difference between both approaches is
the data flow of the token stream within the system. While
our architecture stores the stream in random access memory
and passes only pointers between cores, the original concept
arranges the processing cores in a ring pipeline, where each
cores directly forwards the resulting tokens to its successor.
The original stream rewriting builds customized hardware
units for fine grained tasks, which are automatically extracted
from a high-level program. Due to these differences we cannot
recreate the test cases, but instead, we will examine the
original concept in the context of coarse grained tasks. For this
purpose, the ideas from [19] has been implemented in software
on our multi-core platform and we will use the circular channel
for passing tokens. In addition, we move the token FIFO from
on-chip to external memory, which was not part of the original
concept but is necessary to support the larger tasks graphs.
The difference topologies of both approaches affect the
stream processing and cause different pros and cons, which
will be eventually proven by the experimental results. Our concept tries to distribute each iteration of the stream uniformly

Fig. 13.

Screenshots of the application tests.

across the cores, while in [19], each core always rewrites a
full stream but subsequent iterations can overlap in the ring
pipeline. Hence, we will distinguish both concepts as parallel
and pipelined stream rewriting.
In the pipelined case, there is only one read/write memory
port necessary, while the parallel system requires one for each
core. Hence, the parallel architecture is more expensive in
terms of hardware and less likely to become bandwidth limited
due to concurrent memory accesses. On the other hand, it does
support real data parallelism by dividing a stream uniformly
into segments, which are evaluated by different cores. As a
result, we expect the parallel architecture to be more efficient
for coarse grained tasks, where the amount of computation
outweighs the costs fetching the token stream. Likewise, the
pipelined system should perform better with simple tasks.
Fig. 15 compares the performance of both architectures
for all tests cases. For the generic parallel test, the pipelined
version achieves only better results with fewer tasks. Since
each core is responsible for expanding a whole iteration si of
a stream, its predecessors are blocked and it cannot profit by
a longer pipeline. Contrary, in the sequential case, the parallel
architecture can only rewrite a single task per iteration and
therefore does not benefit from multiple cores. In addition,
this test is bandwidth limited due to the usage of fine grained
tasks. In the dynamic sequential test, the stream is to small to
be partitioned and cannot be pipelined either, but the pipelined
architecture has less synchronization overhead and therefore
also wins in this case.
Contrary, the recursion tests simulate a computation of
1000 cycles for each task, which can run on multiple cores
in parallel, while the pipelined architecture is blocking. It
performs only better for the ackermann function because in
this case, only a small number of tasks is actually executed,
so that the ratio between computation and communication
resembles the sequential graph.
Similar results can be observed from the application tests.
For instance, the Mandelbrot first subdivides the screen into
rectangles, which are then drawn in parallel. While the subdivision is relatively cheap, the calculations of the leaf rectangles
are expensive. Here, the pipelined test does not provide a
significant speed-up because all leaf tasks are running on
the same core, while the pipeline is blocking. Only for the
Raster2D test with eight cores, it outperforms the parallel
implementation because small triangles fit entirely into the
pipeline and therefore avoid expensive memory accesses.
As a result, the pipelined version performs better for simple
tasks of uniform length, while the parallel stream rewriting is
more efficient in case of course grained tasks and more complex applications. Hence, our implementation is better suited
for scheduling of tasks on a generic multi-core architecture.
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VI. C ONCLUSION
In this paper, we have studied the applicability of stream
rewriting for task scheduling in a multi-core system. Since the
static case has been researched throughoutly, our focus lies on
dynamic and expandable task graphs. For this purpose, we
introduced a mapping between the sub-class of SP graphs and
a token stream (Section III), which allows us to reduce the
scheduling into a mostly data-parallel string-matching problem. Unlike related approaches, our concept can recursively
create new tasks and does require a central scheduler.
However, the bottleneck of the proposed architecture is
the main memory, which stores the token stream and must
be accessible by every core. Despite the limitation of the
prototyping system, the problem of efficient connecting of
processing cores to a shared memory has been already solved
by using on-chip networks, distributed and stacked memory in
[25], [26], [27]. Hence, Fig. 6 shows only the logical architecture and the effect of more sophisticated interconnections
for stream rewriting are subject to further research.
Compared to [19], we introduced a competing rewriting
technique with different performance characteristics for a
general purpose multi-core platform and experimental results
show that our approach is better suited for coarse grained tasks.
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